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Executive Summary
In the IMPERIUM project Deliverable D1.1 ‘Baseline vehicle validated model results’, a vehicle
simulation model was presented, establishing a baseline model at a MY2014 level. In Deliverable D1.2
‘Reference vehicle model predictions’, the baseline model was extended with state of the art
technologies based on current research into long-haul heavy-duty vehicle fuel consumption reduction.
The technology set provides at least one improvement for each of the following subsystems: vehicle,
engine and exhaust aftertreatment system, vehicle thermal management systems, hybrid system and
waste heat recovery. The predictions indicated that these technologies can contribute between 8.9%
and 17.7% to fuel consumption reduction, dependent on configuration, with a most probable
contribution of 14%-15%, relative to the baseline MY2014 vehicle.
In this deliverable, the ‘reference’ vehicle model is extended to include the IMPERIUM advances
related to predictive control, enabled through the dynamic eHorizon system developed within the
IMPERIUM project Work Package WP2, “Dynamic eHorizon platform for demonstrator vehicles”. The
potential benefits brought by the dynamic eHorizon are assessed in simulation using optimisation
techniques. An advanced simulation environment is used, co-simulating the vehicle models, the traffic
and the environment. Sensitivity of the results to external factors is considered.
The sensitivity to the eHorizon data accuracy was considered, both spatially and temporally. The
current levels of quantisation assumed did not lead to significant reduction in benefit and refinement
of this quantisation is expected to bring only incremental gains. The study assumed only road-level
accuracy of the dynamic data. However, it is noted that lane-level accuracy would be a significant
improvement in cases where a large speed differential exists between lanes. This would be a
significant topic for further development.
Overall, IMPERIUM technologies are predicted to bring reductions in vehicle fuel consumption in freeflowing traffic conditions in the range of 4.5-5.2% due to predictive energy management, depending
on vehicle architecture. This benefit comes from vehicle speed and power management, through the
optimisation of vehicle speed, gear and hybrid torque split, where applicable. In certain traffic
situations this reduction may increase to 8-8.5%. A further 0.5% is predicted to come through
additional optimisation of subsystems, including exhaust aftertreatment, thermal management and
rear axle oil level control. Additional benefits through predictive control are noted, including improved
constraint handling and reduced component wear. These benefits may bring further improvements
through synergies, which is a future topic for study.
Finally, when combined with the state of the art ‘reference’ vehicle model with a high-voltage, full
hybrid system, waste heat recovery and smart ancillaries, the combined technologies are anticipated
to lead to a fuel consumption reduction of 19-20% relative to a MY2014 baseline vehicle under freeflowing conditions and up to 24% in certain traffic situations.
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Fulfilment of deliverable objectives for D1.3
Deliverable D1.3 relates to Task 1.4, “Evaluation of potential benefits from IMPERIUM”. The
deliverable meets the third objective of the work package WP1 “Identify and quantify the potential
reductions in fuel consumption over real driving situations to give a breakdown of the contributions
from each technology”.
Task 1.4 involved extending the model interface developed in Task 1.1 to include a simulated
representation of the connected dynamic eHorizon system developed in work package WP2. The
reference model developed in Task 1.3 was enhanced with predictive control technologies
representative of the concepts developed in work packages WP3, WP4 and WP5 to form an IMPERIUM
vehicle model. This IMPERIUM model was then simulated to provide predictions of the potential fuel
consumption reductions due to IMPERIUM technologies.
A time deviation occurred in Task 1.4. This was due to the delay in Tasks 1.2 and 1.3 causing a delayed
start to some of the Task 1.4 activities. Additionally, more effort was required to implement the
control concepts than was anticipated, leading to some additional time deviation. These deviations
caused a delay in the delivery of D1.3, which was due in M14 and submitted in M18.
These deviations do not otherwise impact the technical outcomes. Nor do they impact the delivery of
other work packages.
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1 Introduction
In Deliverable D1.1 ‘Baseline vehicle validated model results’ [1], a vehicle simulation model was
presented, establishing a baseline model at a MY2014 level. This simulation model combined physical
representations of the vehicle elements, such as engine, transmission and driveline, with a
representative control structure. This vehicle model was integrated with a traffic, road network and
environment model, employing traffic micro-simulation, to form a complete ‘real-world’ simulation
environment.
The model presented in D1.1 was parameterised with data from a MY2016 IVECO Stralis. This vehicle
was instrumented and tested on a mission from Turin to Genoa and back, repeated three times, where
various conditions of traffic were observed. The correlation of the vehicle model against testing data
was established and agreed by partners. It demonstrated that the cumulative fuel consumption of the
validated model was within ±2.5% over 85% of the cycle, whilst the urea consumption was shown to
have an error within ±5% over 93% of the cycle. This model was then updated with MY2014 data to
create a baseline model.
In deliverable D1.2 ‘Reference vehicle model predictions’ [2], the baseline model was extended with
a state of the art technologies based on current research into long-haul HDV fuel consumption
improvement. Within the scope of WP1, a single reference vehicle model was developed. The model
was structured in such a way that technologies and features may be switched on or off, and
parametrisation updates can be made to support design studies. However, the definition of a single
reference vehicle in simulation environment will not precisely reflect a specific state of the art vehicle
representative of each OEM. Therefore, a virtual (i.e. non-physically existing) reference vehicle was
defined by Ricardo, with technology content representative of a current state of the art long-haul
vehicle, including a variety of additional technologies of interest to each OEM. The technology
selection was set to provide at least one improvement for each of the following subsystems, whether
it was representative of a new hardware or improved control: vehicle, engine and EATS, thermal
management system, hybrid system and waste heat recovery.
How these technologies were defined and how they responded in the simulation model was reported
in Deliverable D1.2. The breakdown of the change in vehicle fuel consumption response, due to a given
technology and to combinations of compatible technologies, was established under a traffic-free
environment over the ACEA long-haul cycle and sensitivities to traffic and environment were reported.
Each efficiency-enhancing technology, both individually and combined, was presented. The
predictions, illustrated in Figure 1.1, indicated that these technologies can contribute to between an
8.9% and 17.7% reduction in fuel consumption, dependent on configuration, with a most probable
contribution of 14%-15%, relative to the baseline MY2014 vehicle.
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Figure 1.1 – Predicted fuel consumption benefits from models described in D1.2

In the IMPERIUM project Work Package WP2, a connected, dynamic Electronic Horizon (eHorizon)
system is being developed. An eHorizon system may be described as a ‘map as a sensor’ technology,
where the vehicle’s position is localised on a stored map and data about the road ahead is made
available to the Electronic Controller Units (ECUs) on the vehicle. Deliverable D2.1 ‘Road parameter
report’ [3] describes the data that the dynamic eHorizon system could make available. Within the
scope of the IMPERIUM project, this data will be used by the OEMs developing demonstrator vehicles
in work packages WP3, WP4 and WP5 to make reductions in vehicle fuel consumption by means of
predictive control and optimisation via Energy Management Supervisory (EMS) strategies.
In this deliverable, the ‘reference’ vehicle model is extended to include the IMPERIUM advances
related to predictive control enabled through the dynamic eHorizon system developed within WP2.
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2 Optimization and energy management
The IMPERIUM project aims to reduce the fuel consumption of the demonstrator vehicles through
improvements in the way in which the vehicles are controlled. Ultimately, reduced fuel consumption
is achieved through reducing the energy usage expended in performing a given mission. In terms of
control architecture in this report, we describe the high-level supervisory strategy responsible for
energy management an Energy Management Supervisor (EMS). The structure of the control system,
as conceptualised in the project statement of work, is illustrated in Figure 2.1. The EMS strategy is
responsible for defining the overall velocity and power profile and for coordination the utilisation of
the various vehicle subsystems.

Figure 2.1 - IMPERIUM control concept [4]

Many Energy Management Supervisor strategies operate based on past and current data alone, with
no knowledge of the future. Strategies such as the Equivalent Consumption Minimization Strategy
(ECMS) [5] applied in parallel hybrid vehicle torque-split optimisation takes this form. These strategies
find a locally optimum solution to an energy management problem. However, it has been shown that
if accurate preview information about the probable future inputs can be added, the performance of
EMS strategies can be improved [6]. Such strategies are described as predictive-EMS and their
performance may approach a globally optimum solution. One challenge in the implementation of
predictive-EMS is the provision of sufficiently accurate preview data, which is available using an
eHorizon system.
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A range of techniques have been explored to solve the globally-optimum predictive EMS problem.
These include Dynamic Programming (DP) [7], [8], [9], analytical optimisation with Pontryagin’s
Minimum Principle (PMP) [10], [11], Quadratic Programming (QP) and Second Order Cone
Programming (SoCP) [12], and Trust Region [13] among others. The use of Genetic Algorithms is
another approach that shows promise. Each technique has benefits and drawbacks that affect their
suitability for real-time implementation, discussions on which can be seen in the references.
When there are multiple degrees of freedom in a problem, optimisations may involve making some
trade-off. For example, a truck’s fuel consumption, in terms of litres per kilometre, will be lower at
lower speed due to the aerodynamic drag. Therefore, if only energy usage is considered the optimal
strategy may be to drive very slowly. However, in reality, the time taken to complete a mission is an
additional cost and so must also be considered as a factor in the optimisation. This trade-off is
illustrated in Figure 2.2, where an optimal strategy balances the transport energy demand and the
travel time. Where large variations in time occur, an equivalence factor must be applied to compare
results.

Figure 2.2 - Transport energy demand versus time [14]

A truck’s primary source of energy comes from diesel fuel, or electricity from the grid in the case of a
BEV or plug-in hybrid vehicle. The truck contains systems that act as energy buffers, which store and
release energy in a variety of forms over the course of a mission. For example, a battery stores
electrical energy, a compressed air tank stores potential energy and the vehicle mass stores both
kinetic and potential energy. By optimising the operating regimes of these energy buffers, the overall
energy utilisation of the vehicle may be minimised.
Figure 2.3 maps some of the energy stores on a long-haul truck against both power capability and
energy buffer capacity. When selecting parameters for use in a global optimisation problem both
these dimensions should be considered, as it is generally not well conditioned to optimise both large
and small scales together. Instead, the optimisation problems can be considered as a cascade of
problems. For example, optimisation of the vehicle mass buffer may be performed first, resulting in a
velocity and power demand. Subsequent optimisation problems solving the power split, optimal gear
selection, ancillary utilisation and so forth are then performed based on the output of the first
optimisation.
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Figure 2.3 - Power and energy storage of vehicle systems. Source [15]
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load, velocity
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thermal
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EATS

Optimise
ancillaries

Figure 2.4 - Cascade of optimisation

Preview data used in the EMS for performing global optimisation can be categorised as either static
or dynamic. Static data is fixed at a given location and does not vary, or varies very slowly, with time.
Map data such as road gradients and curvatures are good examples of static data. Dynamic data on
the other had varies in terms of both time and location. Report D2.1 categorised the available preview
data in these terms, as summarised in Figure 2.5.
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▪ Darkness
▪ Ambient temperature
▪ Humidity
▪ Mass of the vehicle

low

▪
▪
▪
▪
▪
▪

Fog
Wet road
Junctions
Number of lanes
Location
Road class, type and
condition
medium
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▪ Curvature
▪ Banking

high
locally dynamic

Figure 2.5 - Categorisation of preview data in terms of local and temporal dynamics. Source [3]
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3 Simulation environment
Vehicle modelling
A schematic overview of the full vehicle model is presented in Figure 3.1. Acceleration and
deceleration control inputs are generated by a driver / cruise controller model, based on a desired
road speed. These control signals are used by a powertrain supervisor to calculate the required torque
delivery at the wheels. The supervisor then co-ordinates the vehicle subsystems to deliver the torque
and maintain other functions, such as cooling, exhaust aftertreatment, waste heat recovery and state
of charge management. Torque is transmitted between the powertrain and the wheels through
gearbox and driveline models, considering efficiencies and inertias. A vehicle resistive loading model,
consisting of aerodynamic, rolling resistance and gravitational forces, is then accelerated by a force
generated through torque at the wheels. The loop is then closed by the speed controller sensing the
updated vehicle speed. Predictive control is added by providing eHorizon data which can be used both
to modify the vehicle velocity in the speed controller and to subsequently modify the co-ordination of
the powertrain and ancillaries once the target velocity is determined.

Figure 3.1 - Schematic representation of the reference vehicle model

Traffic and environment modelling
In real-world driving, the behaviour of the vehicle depends of factors outside of the vehicle boundary.
These factors may include changes in the environment, the road that the vehicle is driving on, or the
traffic situation the vehicle meets. We can include these factors in an extended simulation
environment, as illustrated in Figure 3.2. This extended environment includes all the physical and
control models described above and adds an environmental model, a road network model and a traffic
micro-simulation model via co-simulation.
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Figure 3.2 - External factors influencing the vehicle in the real-world

The environment model includes configuration parameters for wind speed and direction, as well as
sea-level atmospheric conditions in terms of pressure, temperature and humidity. These are then
processed, by way of a standard atmospheric model [16], to give the atmospheric conditions at the
vehicle’s instantaneous elevation. These calculated environmental conditions are then applied as
inputs at each simulation time step.
A virtual road network is defined as set of nodes in a 3-dimensional space, connected by edges. Nodes
can be considered as analogous with road junctions and edges with roads. Each edge may consist of
one or more lanes. The edges have parameters associated with them, such as speed limits and lane
restrictions. Edges may be straight or have a predefined curvature in 3-dimensions, allowing for bends
and elevation profiles (road gradients) to be embedded in the network. A simple example network is
illustrated in Figure 3.3.

Figure 3.3 - Example of a virtual road network

It is possible to generate virtual road networks using map data and gradient data. Map data is available
from open sources, such as the open street map project, as well as from commercial map providers.
The data from these sources is of sufficiently high-quality for generating a virtual road network layout
in terms of nodes and edges.
Accurate road-gradient data, however, is not so readily available in open formats. Height data from
digital elevation models (DEM) can be utilised. These models are based on data generated by orbital
sensors, such as the Shuttle Radar Topography Mission (STRM) [17]. However, this data is of limited
resolution, which restricts its utility. This is particularly the case in mountainous regions or regions
with tunnels or elevated roads. Therefore, data from other sources, such as vehicle mounted GPS and
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vehicle based accelerometers must be combined with the DEM data to create high-quality gradient
data for the simulated network.
In addition to creating simulated road networks from real-world mapping data, it is possible to define
a network from synthetic data. The complexity if this can range from simple geometry up to a complex
drive cycle definition. Throughout D1.1 and D1.2, such a synthetic network was used based on the
European Automobile Manufacturers' Association (ACEA) Long-Haul drive cycle. The distance and
gradient definition from this cycle was used to generate the elevation profile for the virtual network,
which is illustrated in Figure 3.4. The Long-Haul mission is of particular relevance since it has been
utilised in past European collaborative research programmes and, as such, it provides an agreed basis
for assessing long haul heavy-duty vehicle performance.

Figure 3.4 - Elevation profile of the ACEA long-haul virtual road network

Finally, traffic is added to the virtual road network by means of traffic micro-simulation, which employs
agent-based modelling to produce naturalistic traffic flow patterns. Each vehicle in the simulation
obeys a set of rules that govern the vehicle and driver’s behaviour with respect to the other vehicles
in the simulation. As each vehicle interacts with the surrounding vehicles, complex traffic flow patterns
emerge, such as congestion and traffic jams. The SUMO (Simulation of Urban Mobility) [18] simulation
engine and TraCI4Matlab [19] are used in the results presented here.
Figure 3.5 illustrates the results of a traffic simulation over the ACEA long-haul virtual road network,
with traffic volumes slowly increasing with time. The chart presents route distance on the x-axis and
time on the y-axis, with the colourmap representing the average speed at the time and location of
each point on the chart. Dark blue areas represent slower average speeds, whilst lighter yellow areas
represent high average speeds. The red line represents a particular ‘Ego’ vehicle’s progress through
the road network. Complex traffic behaviours can be seen, such as waves of slow moving traffic
propagating against the direction of flow. This allows a range of scenarios to be investigated.
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Figure 3.5 – Example traffic simulation outputs on ACEA long haul virtual road network

Addition of eHorizon to simulation
To investigate the impact of predictive EMS strategies on fuel consumption in real-world conditions
the optimisation algorithms should be evaluated in-the-loop within the extended modelling
environment. Figure 3.1 shows the eHorizon data can be treated as an input to the vehicle model.
However, the eHorizon data used in the simulation must be generated by some means. The solution
deployed here is to use the traffic micro-simulation engine described above along with a software
component designed to emulate the properties of the dynamic eHorizon back-end.
To determine appropriate parameters for the emulated data stream, we look to the current state of
the art eHorizon implementations. The first deployment of eHorizon systems came in the premium
car segment in 2006 [20] using proprietary data formats. Since then, data format standardisation has
occurred through the ADASIS Forum, launched by ERTICO, Europe’s Intelligent Transportation System
(ITS) organization. This standardisation takes the form of the ADASIS protocol. The current version of
the protocol (V2.x) limits the length of the eHorizon to 8192m (13 bits) along a Most Probable Path
(MPP). Attributes associated with the map, such as curvature, gradient, road class and so on are
transmitted with 1m resolution to the on-board ECUs for use in optimisation algorithms. A full list of
attributes can be seen in [3].
An accurate emulation of a connected eHorizon system should capture its spatial and temporal
properties. Static eHorizon map and attribute data is stored on the vehicle in the eHorizon hardware.
Although there is some time required to transmit a full eHorizon to the ECUs, which varies depending
on the number of attributes transmitted, the static data is available with little delay. On the other
hand, dynamic eHorizon data (such as traffic information) is first provided from the remote back-end
servers via the GSM network to the eHorizon provider, prior to transmission to the ECUs. This results
in a lower temporal resolution for the dynamic data. Furthermore, the nature of traffic monitoring
presents some spatial uncertainty. Therefore, the eHorizon emulator includes parameters to configure
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the spatial and temporal discretisation of the data, we assume default values of 250m spatially and
60s temporally.
To meet the above requirements, an eHorizon emulator was defined, as illustrated in Figure 3.6. The
simulated road network is divided into road segments of approximately equal length. The simulated,
or ‘Ego’, vehicle’s route is known a-priori, so the MPP is pre-defined. A sample of a subset of vehicles
on the network along the Ego vehicle’s route is taken at a defined interval, for example every 5 seconds
of simulation time. These samples are then processed to determine a set of measurements for each
segment, such as average, minimum and maximum speeds. These instantaneous measurements for
each segment are then averaged over multiple samples and stored in a data structure representing
the traffic situation over the complete virtual road network. The static map data is also contained
within this data structure. Then, based on the Ego vehicle’s position, the data associated with road
segments ahead of the vehicle along the MPP are extracted up to the length of the 8km electronic
horizon. This information forms the eHorizon traffic data and is transmitted to the vehicle controller
models at defined intervals, every 60 seconds, for example. This provides a flexible means to vary the
horizon length, the update rate of the dynamic data and its spatial resolution.

Figure 3.6 - eHorizon emulator concept

Addition of predictive and optimal control to simulation
Finally, predictive control strategies, such as the Energy Management Supervisor, are integrated.
Existing subsystem and supervisory controller logic contained within the vehicle model and described
in detail in D1.1 and D1.2 are updated or replaced with predictive controllers, as required, to conduct
each study. The eHorizon data collected from the traffic micro-simulation model and processed by the
eHorizon emulator is made available to the predictive controllers in a standard format.
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Figure 3.7 illustrates the complete simulation environment and the key data flows therein. Concept
controllers for the studies reported later in this report are developed using both Simulink™ and
MATLAB™ code. The controllers developed within WP1 are intended to demonstrate and understand
concepts related to predictive control. Therefore, subjects related to the detailed implementation of
these controls in the vehicles is not investigated here, but are topics for Work Packages WP3, WP4
and WP5.
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4 Predictive energy management – optimising speed and power
As discussed in Section 2, there is significant kinetic energy storage available in the vehicle mass. When
combined with hilly terrain, where the gravitational potential energy of the vehicle changes, energy
usage reduction may be realised through modification of the vehicle’s speed. Existing predictive cruise
controllers deployed in HDVs make use of such optimisation, based on static data only, to achieve fuel
consumption reductions of between 1.5-3.0% [20]. Dynamic data gives the opportunity to include not
only the road slope but also accurate road speed data, such as traffic slowdown or variable speed limit
changes. In this way the ability of the predictive cruise controller is extended.
In addition to vehicle energy optimisation, it is possible to make power optimisations as well. By
varying transmission ratios and, in the case of hybrid systems, the torque split between the internal
combustion engine and the electric machines, efficiency may be optimised for a given vehicle power
requirement. Locally optimal strategies, such as ECMS [5] can find the most efficient solution at an
instant in time. The addition of eHorizon allows a global optimisation to be considered that takes into
account future information. Predictive gear shift strategies, using static data, are already deployed in
HDVs [20] and may make more globally optimum decisions.
In the work presented here, an optimisation algorithm was used to determine powertrain control
parameters which result in minimum engine fuel consumption whist obeying given constraints. The
algorithm is free to vary the vehicle speed setpoint, the gear ratio and, in the case of hybrid
powertrains, the torque distribution between the internal combustion engine and the electric
machine. Figure 4.1 below shows an example where the optimiser decides to store and release kinetic
energy, dependent on the profile of the road. The vehicle is accelerated on downhill sections of the
road and decelerated on uphill sections. Optimal gears and torques are selected to ensure that the
powertrain operates at the most efficient point.

Figure 4.1 - Optimised and non-optimised route profiles

To solve the problem of selecting an optimal velocity profile that minimises the truck’s fuel
consumption over the prediction horizon, we couple a solver, a control-oriented vehicle model and a
cost function. The control-oriented vehicle model captures the relevant dynamics of the physical plant
and produces a prediction of relevant states and outputs, such as energy storage and fuel
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consumption, for a given input sequence along the prediction horizon. It should be noted that the
control-oriented vehicle model is a significant simplification when compared to the full vehicle plant
model described in Section 3.1. The cost function assigns some cost value to these predicted states
and outputs, which is minimised by the solver through some iterative process. In this way the input
sequence that yields the minimum output cost can be determined.

Overview of approach
Below is a brief overview of the approach taken to produce the results in this section.
4.1.1 Control-oriented model
The control-oriented vehicle model has several requirements. Firstly, it must represent the plant
dynamics and outputs with sufficient accuracy for the optimal control to be meaningful. Secondly, it
must be fast enough to allow repeated execution inside the solver within a feasible timeframe. Clearly
there is a trade-off between these two requirements, particularly when the optimal control algorithm
is to be implemented in real time.
A generic control-oriented vehicle model was developed for simulating longitudinal vehicle dynamics.
The model can be configured for ICE only and Hybrid vehicle configurations through parameterisation,
and therefore the same model can be parameterised to match the performance of different vehicles.
This model is used solely for prediction within the optimisation algorithm and has been developed
with the minimum complexity to reach good accuracy.
The control-oriented vehicle model is a four-state non-linear dynamic system that estimates trip time,
vehicle speed, cumulative fuel consumption and battery state of charge for a given vehicle position
along the mission route. In addition to the vehicle states mentioned above, the model also computes
other vehicle parameters, such as engine speed and fuel consumption required for the optimisation
process.
The inputs to the control-oriented vehicle model are fractional engine torque demand (𝑢1 ), fractional
hybrid torque demand (𝑢2 ) and a continuously variable gear ratio (𝑢3 ). The transmission is
implemented with continuously variable ratio to remove the discrete gear variables from the
optimisation problem. The ratio is discretised after optimisation. Road slope and headwind are treated
as exogeneous disturbance inputs.
4.1.2 Pre-processing of eHorizon data and initial control vector calculation
The eHorizon data supplied from the eHorizon emulator may contain information quantised into many
segments. If too many segments are present it may be infeasible to solve the minimisation problem.
Therefore, to utilise the eHorizon data efficiently, a pre-processing step is conducted.
The data is annealed to reduce the number of segments in the eHorizon to improve optimiser
performance and accuracy. An initial control vector is determined by simulating the control-oriented
vehicle model over the eHorizon data. The control vector defines the sequence of control inputs,
against distance, provided to the vehicle model. There is a trade-off to be made regarding the
quantisation resolution of the control vector. High resolutions give better optimisation accuracy, but
lead to slow optimiser convergence. Therefore, it is important to find a balance between optimisation
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accuracy and execution speed. To realise the above, the control vector is developed online, based on
the future mission segment profile.
4.1.3 Optimisation, solver and cost function
The energy management system optimiser uses of a solver algorithm, which minimises the value of a
cost function whilst ensuring constraints are respected. The problem is non-linear and multivariable,
with non-linear constraints. For this report, the MATLAB™ optimisation toolbox has been used to
generate results, using the fmincon function to minimise the problem. The solver is set to use ActiveSet optimisation method [21] to solve the sequential quadratic programming (SQP) problem. The
Hessian and Lagrangian are updated at each iteration using Broyden-Fletcher-Goldfarb-Shanno (BFGS)
algorithm [22] . This approach is good for quadratic convergence to local optima for smooth problems
due to its deterministic and gradient based nature.
A one-dimensional cost function is used in the optimisation algorithm to minimise the vehicle’s fuel
consumption, as predicted by the control-oriented vehicle model. The quantity minimised is a function
of the cumulative corrected internal combustion engine fuel consumption 𝐹𝐶𝑐𝑜𝑟𝑟 over the prediction
horizon. The correction is calculated in the hybrid case, by determining the fuel consumption
equivalent electrical energy stored or released at the end of the optimisation horizon. This is used to
correct the fuel consumption values used in the cost function.
4.1.4 Constraints
The solver is configured to find a solution in the presence of constraints. As illustrated in Figure 4.1,
the speed is only allowed to vary within a given speed band. This speed band is a tuneable parameter
within the algorithm. It should be noted that the maximum speed limit is always respected by the
solver, even in cases where the width of the speed band would exceed it. This speed limit is defined
according to the legal speed limit base on vehicle class and considers adhesion and lateral acceleration
limits for the vehicle. When traffic is present, an additional limitation is set, such that the optimised
speed cannot exceed the speed of the traffic flow. Therefore, the final maximum speed constraint is
the minimum of these factors.
As illustrated in Figure 2.2, it is possible to decrease transportation energy usage by increasing the
time taken to conduct a transport mission. Here, however, the optimisation algorithm aims to
minimise fuel consumption through efficiency improvements, rather than at cost of mission duration.
The eHorizon data is used to establish a reference time to travel the eHorizon length, based on the
target speed and speed limits. This is used as a time target, implemented as a maximum time softconstraint, to force the optimisation algorithm towards a solution that completes the mission within
a given minimum time. It is valid to find solutions that reduce trip time, provided the corrected fuel
consumption is also minimised.

Results for optimisation of velocity and gear for conventional vehicles
The optimisation problem described in Section 4.1 was solved for the conventional truck case by
configuring the fractional hybrid torque 𝑢2 to zero. The optimal input sequence determined by the
optimisation algorithm was run through the detailed reference vehicle model described in D1.2.
Results presented here are based on the ACEA long-haul route, as described in Section 3.2. A sensitivity
analysis has been conducted to identify the impact of changes in key parameters on optimisation
performance. The parameters include vehicle weight, eHorizon length and allowable speed deviation.
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4.2.1 Conventional vehicle reference result
A simulation was performed to initially identify the potential benefits of predictive EMS control
strategies using eHorizon data and to establish a baseline reference against which subsequent
variations in parameterisation may be compared. For this reference simulation, a conventional vehicle
model of 40t GTW is used, with an eHorizon length of 8km, spatial resolution of 250m and update rate
of 60 seconds. The optimised vehicle speed can vary within a ±10km/h band around the setpoint
speed. Fuel consumption results are compared with a non-optimised drive cycle simulation.
Figure 4.2 illustrates the output of this simulation. The upper plot shows the vehicle speed, with the
non-optimised case shown in red and the optimised case shown in blue. In the non-optimised case,
the vehicle maintains the target speed unless it is power limited, such as the uphill segment between
10 and 15 kilometres. In the optimised case, the vehicle speed is varied within the ±10km/h bands
shown in grey. This speed variation allows the vehicle to store and release kinetic energy, which is
done according to the terrain. The middle plot shows this terrain, with elevation in grey and the
gradient profile in black. The eHorizon allows the optimised case to see changes in road speed ahead
and take pre-emptive action. Finally, the bottom plot compares the cumulative fuel consumption in
these two cases. The optimised case having a benefit of a 5.23% reduction in fuel consumption
compared to the non-optimised case. In addition to fuel consumption reduction, the optimised case
was also 1.63% quicker.

Figure 4.2 - Reference optimised result on ACEA long haul route
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4.2.2 Optimisation sensitivity to vehicle mass
A truck’s mass can change significantly, from unladen up to its maximum GTW, here 40t. This
significantly influences the vehicle’s acceleration and braking performance. Furthermore, both tyre
rolling resistance and gravitational resistive forces due to road slope strongly affect the vehicle’s fuel
consumption and both vary significantly with vehicle mass.
This section reports on a study conducted to evaluate fuel consumption reductions realised by
predictive EMS for different vehicle masses. Three vehicle masses, of 40t, 30t and 20t, are considered.
Each case is simulated with and without predictive EMS using a conventional vehicle on the ACEA long
haul route without additional traffic. These results are summarised in Table 4.1 and illustrated in
Figure 4.3.
Table 4.1 - Benefit of predictive EMS for conventional vehicles under varying mass conditions

Vehicle Mass
(tonnes)
20
30
40

Fuel Consumption
Reduction (%)
2.00
2.82
5.23

Trip Time Reduction (%)
0.73
1.81
1.63

Figure 4.3 - Time and fuel consumption benefits using predictive EMS for conventional vehicles under varying mass
conditions

The results show that a greater benefit from predictive EMS can be achieved as vehicle mass increases.
As mass increases, so does the energy lost through braking. Similarly, increasing mass requires more
energy to re-accelerate the vehicle. Therefore, there are greater opportunities for the predictive EMS
to optimise energy usage in higher vehicle mass cases through reduced braking.
4.2.3 Optimisation sensitivity to eHorizon length
It is of interest to examine the influence that the length of the eHorizon has on the benefits due to
predictive EMS. Varying the length of the eHorizon leads to varying levels of mission data available to
the optimiser. A longer eHorizon provides more information about the route ahead, however this
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leads to increased computational effort to converge on a solution. Additionally, as the strategy
employs a receding horizon, information beyond a certain distance into the eHorizon has minimal
influence on the outcome.
Therefore, the simulation environment was configured with eHorizon lengths of 4km, 6km, 8km
(default) and 12km and the benefit of predictive EMS was studied for each case. These results are
summarised in Table 4.2 and illustrated in Figure 4.4. Each case is simulated with and without
predictive EMS using a conventional vehicle on the ACEA long haul route without additional traffic.
Table 4.2 - Benefit of predictive EMS for conventional vehicles under varying eHorizon length

eHorizon Length
(km)
4
6
8
12

Fuel Consumption
Reduction (%)
2.62
5.28
5.23
4.37

Trip Time
Reduction (%)
-0.67
0.31
1.63
1.49

Figure 4.4 - Time and fuel consumption benefits using predictive EMS for conventional vehicles under varying eHorizon
length

A longer eHorizon provides more information about the route ahead. Therefore, if all else is equal a
longer horizon length should result in improved fuel economy results up to a maximum. However, all
else is not equal, as route characteristics and quantisation intervals will vary as length changes.
Improvements in fuel consumption were observed for the eHorizon length increase of 4km to 6km.
The increase from 6km to 8km did not yield additional benefit. In the 12km eHorizon case the fuel
economy improvement reduced. This is believed to be an effect of the algorithm employed here.
Although the eHorizon is longer than other test cases, the maximum number of segments available
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for pre-processing and annealing is limited to ensure computational feasibility. This leads to a coarser
resolution than the shorter eHorizon other cases, resulting in relatively less optimal solution.
4.2.4 Optimisation sensitivity to width of the speed band
The width of the speed band in which the predictive EMS may vary the vehicle speed is another
parameter that may be configured. Wider speed bands allow greater optimisation freedom to improve
vehicle energy use. Therefore, in theory, wider speed bands should result in better fuel consumption.
However, if the speed band is too wide, the resulting speed setpoint may not be acceptable to the
vehicle’s driver or to the surrounding traffic, due to the higher differential in vehicle and traffic speeds.
Additionally, the upper limit of the speed band is governed by the maximum legal speed limit for the
vehicle class.
This study presents an evaluation of different speed bands ranging from ±5 km/h to ±15km/h. Results
are shown below in the Table 4.3 and Figure 4.5. Each case is simulated with and without predictive
EMS using a conventional vehicle on the ACEA long haul route without additional traffic. Note that the
maximum speed constraint was still respected in these results.
Table 4.3 - Benefit of predictive EMS for conventional vehicles under varying speed bands

Speed Band
(km/h)
±5
±7.5
±10
±12
±15

Fuel Consumption
Reduction (%)
2.56
3.40
5.23
5.56
5.82

Trip Time
Reduction (%)
1.20
1.40
1.63
1.79
2.63

Figure 4.5 - Time and fuel consumption benefits using predictive EMS for conventional vehicles under varying speed
bands
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As expected, a wider speed band results in improved fuel consumption. It is believed that the
±10km/h (reference) case deviates from the trend due to the solver configuration being developed
and optimised for this case.
4.2.5 Optimisation in the presence of traffic
To investigate the sensitivity of the predictive EMS to varying traffic situations, several traffic cases
were simulated on the ACEA long haul route, with vehicle inflows in the ranges of 500veh/h to
2800veh/h. These cases range from light traffic, through synchronised, continually moving, traffic to
jammed traffic with stop-and-go situations occurring. Each traffic case is simulated with and without
the optimiser for comparison.
Figure 4.6 illustrates the performance of the predictive-EMS strategies without coasting for the
defined traffic cases, relative to the non-optimised no-traffic reference condition. Due to the chaotic
properties of the traffic simulation model, no two traffic scenarios evolve in the same way, regardless
of having same macro-parameters such as traffic density, route and so forth. For this reason,
optimised and non-optimised traffic simulations cannot be directly compared one against the other,
as applying the optimal speed profile alters the evolution of the scenario. Therefore, multiple
simulations were made for same traffic conditions to obtain cluster of data points to evaluate realistic
benefits of the optimiser. The mean values of the optimised and non-optimised cases are plotted for
each traffic condition, linked by the dotted lines. The extent of these points in both fuel consumption
and time is shown in the error bands. In all cases the optimised drive profile always resulted in a
benefit in fuel consumption.
Moderate
Traffic
500 veh/hr

Heavy
Traffic
2800 veh/hr

Figure 4.6 – Relative fuel consumption and trip times using predictive EMS for conventional vehicles under varying traffic
conditions

In very light traffic, the optimiser is free to act with similar authority as in the no-traffic cases reported
above. As the traffic flow rate and density build, the traffic flow becomes congested and synchronised,
before finally breaking down, leading to stop-and-go type traffic jams occurring. Across the tested
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cases, the mean fuel consumption reduction due to the optimisation was circa 4%, however the
deviation of the benefit increased significantly under heavy traffic conditions.
The dynamic eHorizon currently provides data averaged across all lanes at any given segment along
the route. In cases where there is a differential between lanes, this can lead to an average being
reported for the road that does not match the traffic situation in the lane the Ego vehicle is travelling
in. If, for example, the road average is higher than the lane average on a downhill section, then the
predictive-EMS may set a speed that is not achievable, resulting in time loss and decreased fuel
consumption reduction. If a dynamic eHorizon system with lane-level accuracy could be developed,
this issue would be mitigated.

Results for optimisation of hybrid vehicles
Previous studies have shown that predictive EMS, when applied to the problem of hybrid system
power split, are of little benefit on terrain with small gradients, however significant benefit can be
achieved in hilly terrain [23].
In this section, a summary of fuel consumption reduction achieved by optimised control of the hybrid
vehicle is presented. To illustrate the reductions realised by optimisation controller, results are
compared against the non-optimised case. The reference hybrid vehicle model with P2 architecture
and 14Ah (~9kWh) batteries described in D1.2 is used for simulating both optimised and nonoptimised cases. All the results shown correspond to a vehicle at maximum GTW (40t) driven over the
ACEA long haul drive cycle. The predictive EMS controller is calibrated to target the same battery SOC
levels at the end of the drive cycle as the non-optimised case, to maintain a comparable result. Figure
4.7 shows the optimised and non-optimised vehicle speed profiles along the ACEA long haul route and
the corresponding state of charge and cumulative fuel consumption.
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Figure 4.7 - Vehicle speed profiles of optimised and non-optimised cases for hybrid vehicle

Both vehicles start with 50% battery SOC and end with 71.8% SOC. Therefore, the fuel consumption
of the two drive profiles can be directly compared. The optimised drive profile resulted in fuel
consumption improvement of 4.6% compared to the non-optimised case over the full ACEA long-haul
drive cycle. It is observed that, although end of cycle battery SOC match in both cases, SOC profile
during the cycle varies quite significantly. There are notably fewer charging and discharging events in
the optimised case, as shown in Figure 4.7.
Analysis indicates that this reduction in battery energy utilisation is due to the kinetic energy
optimisation. When presented with the opportunity to store energy, for example on a steep downhill
section, in many cases the optimiser calculates that storing the potential energy as kinetic energy
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rather than electrical energy is more efficient. Therefore, it allows the vehicle to gain speed, rather
than maintain speed by regenerative braking. In the non-optimised case, the control system was not
free to modify the vehicle’s speed, in which case applying regenerative braking is the efficient choice.
Converting excess energy into electrical energy for later reuse results in round trip losses due to the
efficiency being less than 100% at each conversion stage. With the use of eHorizon data, a predictive
EMS can determine whether the excess energy is best stored as kinetic energy or electrical energy.
Figure 4.8 illustrates the difference behaviour in the non-optimised and optimised cases over a 5km
segment of the ACEA route. The road segment in this example is flat for the first 500m, followed by a
downhill section of 1km, before flattening for 1km and finally climbing for the final 2.5km.

Figure 4.8 – Example optimisation utilising hybrid system

In the non-optimised case the vehicle speed is maintained within a 3km/h band by the cruise
controller, whereas in the optimised case the vehicle speed is varied by up to 15km/h. The optimised
speed profile allows the vehicle speed to drop prior to the downhill segment and then increase on the
downhill. This higher speed is carried through the flat segment and used to carry the vehicle into the
climb where the vehicle speed again reduces. Only a small amount of electrical energy is stored. In
comparison, the non-optimised case cannot alter speed, so stores electrical energy on the downhill
and uses it on the climb.
As a result, the optimised drive profile result in noticeably lower utilisation of the battery relative to
non-optimised drive profile. Although both profiles have same start and end SOC levels, in cycle SOC
profiles are considerable different, as shown in Figure 4.9.
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Figure 4.9 - High voltage battery utilisation in optimised and non-optimised cases

In addition to the SOC, Figure 4.9 also shows the cumulative charge and discharge energy, normalised
to battery capacity. The total charge energy associated with the non-optimised drive cycle is 171% of
the battery’s capacity, whereas the optimised drive profile only resulted in a charge energy of 101%
of battery capacity. This reduced in utilisation of the high voltage battery may lead to an increase in
the useful life of the battery pack.

Summary of results
The simulation results presented in this section have demonstrated that a predictive EMS strategy is
able to reduce fuel consumption and/or trip time for given mission profile. In the base case over 5%
fuel consumption reduction is achieved with improved trip time.
A sensitivity study on the predictive EMS strategy’s sensitivity to vehicle weight concluded that fuel
consumption reduction increased with vehicle weight.
A sensitivity study on eHorizon length concluded that increasing the look-ahead distance beyond a
certain threshold does not necessarily lead to further reduction in fuel consumption. In this case, this
distance was found to be 6km. However, this threshold result is thought to be dependent upon the
route profile. Furthermore, increasing eHorizon lengths result in increased computational effort up to
the point where the optimisation algorithm reaches its maximum number of segments.
A sensitivity study on the effect of changing the allowable vehicle speed band concluded that wider
speed bands resulted in reduced fuel consumption. However, large speed bands could lead to a
significant differential in vehicle speed compared to the rest of the traffic, which would need to be
considered in any application of the technology.
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When traffic is present, it was found that the optimiser has reduced freedom to increase the vehicle
speed, leading to smaller reductions in fuel consumption relative to the reference case with no traffic.
All traffic simulations resulted in fuel consumption reductions, however overall trip durations were
observed to vary quite significantly due to dynamics of the traffic.
When applied to hybridised powertrains, the relative benefits from predictive-EMS were lower than
for the conventional vehicle, although in all cases the benefit was still positive. The baseline hybrid
vehicle is already efficient and even without predictive-EMS it uses the electrical system to buffer
energy. Therefore, the benefits gained through buffering using kinetic energy are reduced.
The results of these studies are summarised in Table 4.4.
Table 4.4 - Summary of results for predictive-EMS

Parameter
Reference optimised case
Mass
eHorizon length
Allowable speed band
Traffic
P2 Hybrid case
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Fuel Consumption
Reduction Range
(%)
Min
Max
5.23
2.00
5.23
2.62
5.28
2.56
5.82
0.87
8.03
4.60

Trip Time
Reduction Range
(%)
Min
Max
1.63
0.73
1.81
-0.67
1.63
1.2
2.63
-8.99
13.08
-0.87
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5 Predictive coasting using dynamic preview data
Coasting is a mode of vehicle operation where the gearbox is placed into the neutral position,
disconnecting the powertrain from the wheels. Assuming the vehicle is moving at some initial speed
when coasting is activated, then it will continue to be carried forward due to its momentum, with the
aerodynamic, rolling resistance and gradient loads influencing the evolution of the velocity profile.
Coasting functions are already in use with static eHorizon, under various trade names, and work based
on gradient information provided. The costing function can be extended through the addition of
dynamic eHorizon information about the state of traffic. When a speed change is anticipated, coasting
can be activated at the optimal distance to achieve the target velocity at the correct time whilst
minimizing both fuel consumption and brake usage.
A moving truck can coast, in neutral, for a significant distance before coming to a halt due to resistive
loads. Figure 5.1 illustrates the distance taken to come to a halt from a range of speeds for the
reference truck on a level road under three loading conditions. As can be seen, higher vehicle mass
allows the truck to coast further, although even at low loadings the achieved distance is significant.
The coasting distance is also sensitive to variation in the vehicle resistive loading conditions, such as
may be seen under different road gradients and wind loadings.

Figure 5.1 - Coasting distance vs mass for reference truck

We wish to define a predictive coasting function that will determine when to engage coasting such
that the vehicle reaches a target speed at a defined distance ahead. Such a function must contain a
model to compute the distance as a function of vehicle loading, gradient profile and, ideally, wind
loading.
We now consider how such a coasting function can reduce fuel consumption. During an in-gear
deceleration, a conventional truck’s diesel engine will likely be in a fuel cut condition, whereas during
coasting in neutral the engine will be under idle speed control, consequently consuming fuel. It may
therefore appear that it is more economical to perform in-gear deceleration rather than coast in
neutral, and on instantaneous basis that is correct. However, when the fuel used prior to the
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deceleration event is included in the consideration, the overall benefit of coasting becomes clear. In
the case of a hybrid truck, the engine may be stopped, rather than under idle speed control, resulting
in further fuel saving.
Using the vehicle and traffic co-simulation environment, we can compare the impact of the coasting
function, in terms of fuel saved and time spent, for a variety of conditions. A 20km flat road simulation
was configured. A queue was created by configuring a 200m segment with speed limited to 5km/h at
16km. For the following work, the reference vehicle was configured as a P2 hybrid.
The impact on trip times is reported as the increase compared to a no-traffic, no-coasting basis. The
impact on fuel consumption is determined by calculating the absolute per-event savings and
normalising that saving to the fuel consumption recorded over the ACEA long haul cycle, giving a cycle
equivalent per-event percentage saving, as shown in the equation below. Differences in hybrid system
state-of-charge are accounted for using a correction factor. Here case A is the reference case without
predictive coasting and case B is the studied case with predictive coasting.
∆𝐹𝐶𝐶𝐸𝑛𝑜𝑟𝑚 = 100 ×

(𝑚𝑓𝑢𝑒𝑙𝐵 + 𝑘𝐹𝐶𝑐𝑜𝑟𝑟 ∆𝑆𝑂𝐶𝐵 ) − (𝑚𝑓𝑢𝑒𝑙𝐴 + 𝑘𝐹𝐶𝑐𝑜𝑟𝑟 ∆𝑆𝑂𝐶𝐴 )
𝑚𝑓𝑢𝑒𝑙𝐴𝐶𝐸𝐴 + 𝑘𝐹𝐶𝑐𝑜𝑟𝑟 ∆𝑆𝑂𝐶𝐴𝐶𝐸𝐴

Figure 5.2 compares two cases in a scenario where the reference truck must come to a halt at some
distance ahead, for example due to the tail of a traffic queue. In the first case, the driver brakes from
400m prior to the halt. In the second case, a predictive controller, aware of the traffic situation due to
eHorizon data, engages an in-neutral costing function at the optimal distance to meet with the traffic
and only brake from 10km/h. When predictive coasting is enabled, 74% less fuel is used to cover the
circa 3800m than the conventional case. Of course, there is a time penalty associated with taking this
action, as illustrated in Figure 5.3. Assuming the tail of the queue is in a fixed position, the vehicle
arrives at the tail of the queue 137 seconds later with the predictive coasting function enabled.

Figure 5.2 - Predictive coasting profile into a stationary traffic queue
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Figure 5.3 - Time delay due to predictive coasting

In the real world, the tail of the queue will not be in a fixed position, often it will be moving in the
opposite direction to traffic flow. We consider a scenario where a truck is coasting into a queue. As
the truck progresses the tail of the queue will be moving backward towards the truck. In the worst
case, no traffic may be leaving the front of the queue, so vehicles entering the jam will not move
forwards. The speed at which this worst-case jam may grow is dependent on parameters of the traffic
flow. Table 5.1 illustrates the rate at which this growth may occur for a given set of traffic parameters.
Given that there is a level of spatial and temporal quantisation associated with the dynamic eHorizon
data, it of interest to study the impact that incorrectly locating this position has of fuel savings.
Table 5.1 - Traffic parameters

Parameter
Heavy Vehicle Ratio
Light vehicle length
Heavy vehicle length
Traffic inflow (veh/hr/lane)
Queue position rate of change (m/min)

Value
10%
4.5m + 1m minimum gap
10m + 3m minimum gap
400
800
42
83

1200
125

1600
167

By adding an offset to the calculated optimum coasting distance, the sensitivity of benefit to location
error can be established. The results of a study, with initial speed of 80km/h is illustrated in Figure 5.4.
When the offset is negative, the actual distance will be less than the optimum, leading to braking
occurring from a higher speed. Conversely, when the offset is positive, the vehicle will reach the target
speed of 10km/h early. It is assumed the vehicle will then creep to the target position at 10km/h. As
seen in the figure, errors up to ±500m still retain significant benefit > 1.4%. Negative offset errors,
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which are more likely due to traffic queue growth, have less impact on the calculated benefit than
positive offset errors.

Figure 5.4 - Impact of coasting distance offset error on fuel consumption benefit

Figure 5.5 shows the locus produced through varying the offset value and illustrates the trade-off
between time penalty and fuel consumption benefit for this study. It is possible to retain a significant
proportion of the benefit with minimal time penalty by applying a negative offset. This triggers the
coasting function later, so coasting duration is shorter and braking occurs from a higher speed,
eliminating the low speed segment of the coasting event and thereby minimising the time penalty.
This effect can be used advantageously by triggering coasting during speed changes, such as a
reduction in speed limit from 80km/h to 60km/h. This topic is discussed later in this report.

Figure 5.5 - Time delay vs. fuel consumption for optimal coasting offset
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Simulations were conducted for a range of traffic flows. The head of the queue was assumed to be at
a fixed position. Although the tail of the queue grew as described previously, it was assumed that the
position reported by the eHorizon was fixed in all cases due to dynamic data spatial and temporal
discretisation.
The results of these simulations are shown in Figure 5.6. Three conditions are compared, with and
without predictive coasting. For a baseline under traffic free conditions and no uncertainty regarding
the position of the tail of the queue, a saving of 1.9% of cycle equivalent fuel consumption per
activation is estimated. Light traffic serves to create a degree of scatter around the baseline points,
with only slight reduction in the fuel consumption benefit and slight increase in the mission delay time.
Heavy traffic leads to a significant increase in the delay for both the predictive coasting and nocoasting cases, primarily due to the additional time spent in the (longer) queue. However, a fuel
consumption reduction in the range of 1.0-1.5% can still be observed using predictive coasting.
Interestingly, the increase in the mean delay value is smaller in the heavy traffic situation than the
light traffic situation.

Figure 5.6 - Impact of predictive coasting on fuel consumption and time

The optimal distance for predictive coasting is a function of road gradient. Figure 5.7 presents the
sensitivity of the fuel saving and time penalty when the predictive coasting function is used on a range
of (constant) road gradients. For uphill gradients, both fuel saving and time penalty decrease as the
gradient increases. For small downhill gradients, fuel saving increase rapidly reaching a maximum at
around -0.25%. As downhill gradients become larger, the fuel saving benefit begins to reduce whilst
time penalty continues to increase. At a gradient of approximately -0.35% the coasting distance
exceeds the 8km length of the eHorizon, therefore the algorithm cannot trigger coasting any earlier,
leading to an increased final speed. This results in an inflection in the time penalty and further
reduction in fuel saved. This indicates that there is unlikely to be any benefit to this function in
increasing the length of the eHorizon.
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Figure 5.7 - Sensitivity of predictive coasting benefit to road gradient

The previous studies all considered the case of the vehicle approaching a stationary queue. However,
changes in road speed may be due to traffic, as in the queuing example above, or due to changes in
speed limit, which may be fixed or variable. Simulations were conducted to understand the benefit of
using predictive coasting during reductions in speed limit, for varying start and end speeds. Figure 5.8
illustrates the scenario of speed limit reduction from 80km/h to 50km/hr. Here the predictive coasting
is triggered 2km prior to the speed limit change.

Figure 5.8 - Speed limit reduction with and without predictive coasting

Figure 5.9 compares predictive coasting cases against non-predictive cases. In the predictive cases,
coasting is enabled at the optimum distance to ensure the vehicle speed matches the limit speed at
the position where the speed change occurs. All simulations were conducted on flat road without
traffic. In the non-predictive cases, the vehicle is decelerated at up to 0.7m/s2 to ensure the speed
limit is always observed. Fuel consumption reduction is presented as cycle equivalent savings per
event, as described above. Grey lines in the figure link cases with common initial speed, whilst the
markers indicate common end speeds.
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Figure 5.9 - Potential cycle equivalent fuel saving per predictive coasting event

In this analysis, a per-event fuel saving has been quoted. It is of interest to understand how many
events may be encountered in typical and worst-case traffic situations. An analysis of this type requires
input data that is not readily available to the project at the time of writing. However, preliminary data
made available through WP2 has allowed an initial assessment of two routes to be made, namely the
380km corridor between Gatwick and Manchester in the UK and the 360km corridor between
Stuttgart and Cologne in Germany. Both routes were examined during Friday peak period, a typical
time for heavy traffic congestion. The UK data showed one event where traffic slowed from the free
speed to 25km/h every 50km, on average, see Figure 5.10. The German data showed such an event
every 60km, on average. As the reference ACEA route is 108km long, this preliminary assessment
indicates that in typical heavy traffic situations, predictive coasting could be expected be used
approximately twice every 100km, thus providing at least a circa 3% reduction in fuel consumption.

Figure 5.10 - Real-world traffic taken on Friday, 380km corridor between Gatwick and Manchester in the UK
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6 Subsystem optimisation using dynamic preview data
Predictive VTMS control
Figure 2.3 shows that, although the vehicle’s thermal management system has lower energy storage
than the vehicle’s mass, it has significant power capability and is therefore of interest for energy
management optimisation. Previous simulation studies on a truck cooling system, featuring electrified
radiator fan and coolant pump, indicated a reduction in fuel consumption due to the use of predictive
control of 0.7% versus a non-predictive baseline [24].
Here, as illustrated in Figure 2.4, we consider the thermal system optimisation after the first-pass
energy and power optimisation considering vehicle speed, gear and hybrid torque split. These
previous optimisations result in a predicted speed and load profile over the eHorizon length. The
thermal system optimisation then takes this predicted profile and selects the optimum usage of
actuators to minimise energy usage over the horizon, whilst maintaining the cooling system within
defined thermal constraints. Friction effects are considered in this optimisation, as the viscous friction
is modelled as a function of the oil temperature and reduces as temperature increases.
Dynamic Programming (DP) is used to solve this optimisation problem. The basic principle of the DP
algorithm is illustrated in Figure 6.1. The algorithm selects an optimal sequence of decisions to get
from the current state (x0) to a desired terminal state (xN) with a minimal cost. This is achieved by
breaking the problem down into a series of sub-problems through discretising the time and state
dimensions. Each of these sub-problems is solved in reverse order, from the terminal state backwards
towards the initial state, at each step computing the accumulated path-cost and storing the transition
with the lowest path-cost. The final sequence is then reversed to yield the optimal forward-path
solution. Bellman's Principle of Optimality guarantees this solution is optimal for the whole path.
Detailed descriptions of DP may be found in [25] and [26]. The algorithm used here is described in
[27].

Figure 6.1 - Illustration of the dynamic programming principle

The reference thermal system model reported in D1.2 has a variable visco-coupled fan, a variable
speed coolant pump, an electrically heated thermostat and active grill shutters. A schematic of the
model can be seen in Figure 6.2. The fan and pump control actuators adjust the coupling ratios of the
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devices to the engine. The thermostat actuator controls the opening temperature offset using a
resistive heating element in the wax. The grill-shutter actuator controls the front grill opening area,
modifying both airflow onto the cooling pack and aerodynamic drag. In the reference case, each of
these actuators has setpoints determined based on a mix of feedforward and feedback control laws.
The optimisation can replace one or more of these setpoints with an optimal sequence. During
braking, when the hydraulic retarder or engine brake are engaged the behaviour of the reference
cooling system control is to set the actuators to a default position. This behaviour is retained in the
optimised actuator sequence.

Figure 6.2 - Reference thermal system model

It is established that DP algorithms suffer from dimensionality issues when the number of states in the
system model being optimised increases. For this reason, a reduced order model of the thermal
system was developed. This reduced order model retains lumped-capacitance states for coolant and
oil temperatures, but states related to actuator dynamics are removed. This reduced order model is
used to solve the DP problem to generate an optimal sequence of actuator demands. This sequence
is then used to drive the full-order model to generate an optimised energy consumption value. This
concept is illustrated in Figure 6.3. Benefit is assessed versus the non-optimised (i.e. feedback
controlled) full-order model.

Figure 6.3 - Approach taken for Dynamic Programming for thermal system optimisation

Many permutations of the problem were considered, with degrees-of-freedom varied by selecting
different actuators upon which the optimisation algorithms were applied. Firstly, optimisation was
performed on a single actuator at a time with remaining actuators retaining their existing control logic,
then subsequently combinations of actuators were optimised together and finally all actuators were
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optimised at once. In all cases, constraints were placed on the maximum coolant temperature and the
maximum temperature rise across the engine.
The benefits seen are due to several causes. Firstly, through direct reduction in energy usage by the
actuators, of which the visco-fan and the cooling pump are significant. Secondly, predictive control
may allow the engine to be operated with reduced thermal headroom without exceeding constraints,
leading to higher average temperature operation and therefore reduced viscous friction. Finally,
through optimising the trade-off between cooling air flow and aerodynamic drag force the total load
on the engine can be reduced.
When single actuator optimisations were applied to the fan, pump and thermostat alone, the resulting
in reductions in energy demand from the engine ranged from -0.02% to 0.04% over the ACEA long
haul test cycle without traffic, compared to the non-predictive control cases. The lower bound results
occur when the actuators selected were not able to improve on the reference controller trajectories
due to constraints. It should be noted that in all circumstances the optimised results obey constraints,
whereas the reference trajectories may exceed the constraints by a small amount, leading to
circumstances where the optimised result increases energy demand. Optimisation of the grill shutters
showed benefit of up to 0.13% over the ACEA long haul test cycle without traffic, compared to the
non-predictive control case.
When multiple actuators were optimised together, the benefits improve due to the higher degree of
freedom available to the optimiser. The maximum benefit increases to 0.41%, albeit with increases in
computational burden. Significant improvement can still be achieved by applying the optimisation to
two actuators only, with benefits of 0.35% seen by optimising the fan speed and grill shutters or the
grill shutters and electrically heated thermostat together. This strikes a balance between calculation
load and benefit.
In conclusion, these results suggest that through optimisation of the thermal systems, fuel
consumption reductions in the range of 0.1%-0.4% are feasible, dependent on the set of active
actuators.

Predictive rear axle with variable oil level
In the reference vehicle model described in D1.2, the rear axle oil level is controlled based on the
power level observed at the axle. The oil level is maintained at a low level during low power operation
and increased when the power transmitted is high, such as under acceleration, hill climb or heavy
retarder use. In some instances, the power is high enough to trigger a refill of the rear axle, but the
event does not last long, leading to a partial refill. These events of short duration and high power are
not necessarily the most critical for the durability of the rear axle, therefore could be avoided if
predictive control was used. Through knowing the predicted rear axle power profile over the horizon,
these short-duration events may be predicted and the rear axle refill could be inhibited. This would
contribute to fuel savings by operating the rear axle at more efficient (lower) oil level and by
minimising utilisation of the oil filling and emptying device.
The impact of such a predictive control was investigated on the reference vehicle model. The control
was configured to disable partial fill-ups of the rear axle, so that any events where the rear axle oil
level was filled up for less than ~60s were inhibited, maintaining the minimum oil volume. Figure 6.4
5 December 2019

Page 41 of 51

Prediction of potential benefits with IMPERIUM technology

illustrates the variations in oil volume in the rear axle, with expected effect of predictive control and
without. The fuel consumption reduction observed with predictive control operation is of 0.09%.

Figure 6.4 – Rear axle oil volume variations over the ACEA cycle with and without predictive control

Additionally, when the oil level is high, short events of emptying followed by sudden re-fill could be
removed by maintaining the oil level constant. For example, between ~4700s and ~5000s in the figure,
the oil level could have been maintained to the maximum volume avoiding using the pump for brief
emptying and filling up. In this scenario, the energy saved through the reduction in utilisation of the
oil filling and emptying device would need to be traded off against the decreased load.

Predictive engine and exhaust aftertreatment system control
Applying predictive control to the EATS poses a particular challenge due to the system’s long time
constants when compared to most other systems present on a vehicle. This may be longer than the
actual horizon accessible via eHorizon, depending on EATS used. Considering a constant motorway
cruise speed of 90km/h and a maximum horizon length of 8km, the maximum corresponding horizon
duration accessible is 320s. Previous studies have shown benefits to constraint management and
energy consumption by applying predictive control techniques to the aftertreatment thermal control
problem using reference governors [28] which were realised in real-time.
There are also benefits in applying predictive control techniques to the problems of combustion
control and air path control. Real-time model based control of diesel combustion has been reported
[29], bringing reductions to engine-out NOx. Diesel air path control is also well suited to the application
of predictive control and many applications have been reported, using techniques such as Model
Predictive Control [30] and predictive Reference Governors [31]. Predictive control can manage the
multivariable problem of boost pressure and EGR control, as well as constraint handling of parameters
such as mass air flow, air fuel ratio and exhaust pressure during transient conditions. However, such
predictive control advances operate on timescales much shorter than that of the dynamic eHorizon.
As such their application is not included in this study.
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6.3.1 Current EATS thermal management control and motivation for predictive control
One aspect of the EATS which can be considered for predictive control is its thermal management.
Thermal management of the SCR catalyst is a key topic, as improper management may lead to poor
NOx conversion and, in the worst case, could lead to tailpipe NOx levels breaching legislated limits.
In the reference vehicle model, the SCR temperature is controlled in a closed loop way, by actuating
an exhaust flap downstream of the turbine, prior the DOC, to control the exhaust gas enthalpy. The
flap is closed to a position defined by the control strategy, generating an upstream pressure increase,
which leads to increase the exhaust temperature due to a combination of the following effects:
•
•

increase in engine back pressure leading to higher PMEP, consequently increasing IMEP to
maintain BMEP, hence the fuelling becomes higher
reduction in intake air mass flow rate reducing the AFR, consequently increasing the heat per
unit mass carried by the exhaust mixture for a given fuelling quantity

Feed Forward

The thermodynamic effect of using a flap is therefore more effective than simply increasing the engine
load to raise the exhaust gas temperature. The predictive control of the EATS studied here does not
consider other alternatives to increasing the exhaust temperature, such as using hybrid system
generation, nor attempt, by gear shifting, to operate the engine at a difference BSFC/BSNOx/enthalpy
trade off point on an iso-power curve.

Engine Speed
Engine Fuelling

Basic Flap
Closing Position

TSCRmin
1

T SCR control

0.75

f [-]

Proportional

Basic Flap Closing Position Multiplier

0.25
0
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1
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Figure 6.5 – Exhaust flap closed loop control strategy

The current control strategy of the flap, defined in Figure 6.5,is based on a weighted average of the
inlet and the outlet gas temperature across the SCR, defined as the SCR control temperature:
2
1
𝑇𝑆𝐶𝑅 𝑐𝑜𝑛𝑡𝑟𝑜𝑙 = 𝑇𝑆𝐶𝑅𝑖𝑛𝑙𝑒𝑡 𝑔𝑎𝑠 + 𝑇𝑆𝐶𝑅𝑜𝑢𝑡𝑙𝑒𝑡 𝑔𝑎𝑠
3
3
The basic flap closing position map is defined such that the highest closing positions are seen at low
fuelling, down to fully opened flap from and above a fuelling threshold, where normal engine enthalpy
is sufficient.
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Overall, the current thermal management of the EATS is performed via:
•
•
•

the engine enthalpy itself when it is high enough (no flap)
usage of the flap when fuelling and SCR control temperature are low
indirect usage of the flap when exhaust brake is activated

An example of EATS thermal management over the ACEA cycle is presented in Figure 6.6. The thermal
control utilisation periods are illustrated by the mean of the SCR control temperature, as well as the
area underneath it, colour-coded to represent different types of management events as explained
previously. It can be observed, excluding the warm up phase, that there are four occurrences where
the flap needed activation due to low SCR temperature. In most cases, this occurs when the vehicle is
travelling downhill, where low engine power is required to propel the vehicle, therefore reducing the
exhaust enthalpy leading to a drop in SCR temperature. In this example, the use of predictive control
would be beneficial to maintain the SCR temperature above a given threshold, using static terrain
information. Similarly, in a real driving situation, the presence of dynamic events on the road ahead,
for example traffic, would also cause comparable behaviour.

Figure 6.6 – SCR control temperature over ACEA mission with colour coded EATS thermal management phases

Overall, the predictive control of the EATS thermal management should aim at:
•
•
•

maintaining the SCR control temperature, whenever it is possible, above a set threshold
(assumed as TSCRmin for this report)
minimizing the SCR control temperature drop whenever TSCRmin is not achievable
establishing a trade-off between fuel consumption and tailpipe NOx for its decision-making
process

6.3.2 EATS flap predictive control – simple case study: load step drop
To assess the potential benefit of predictive control, a simple case study was established to prove the
concept. A step drop in engine load is performed, followed by a step increase. The low engine load is
maintained for long enough to see the SCR control temperature dropping below the exhaust flap
activation threshold, but also to reach the deactivation threshold, when no predictive control is used.
The EATS bricks and gas temperatures are initialised to hot conditions and the engine is running at a
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typical constant speed seen during motorway cruise condition. At each execution of the algorithm,
the evolution of the SCR temperature over a horizon length is predicted based on simplified physical
model, such as presented in [32], along with the predicted load information computed from the
dynamic eHorizon. As the algorithm utilises the predicted future state, control action to close the
exhaust flap begins earlier than in the reference controller case, as the reference controller must wait
for the current temperature to drop below the activation threshold. This later activation results in an
unavoidable temperature undershoot in the reference controller case, which is avoided using
predictive control.
In Figure 6.7, a predictive control scenario is illustrated. In this simple case study, the optimum flap
angle was updated every 100s. The flap angle was determined such that the SCR temperature remains
at or above the conventional flap activation temperature threshold, whilst minimising the utilisation
of the flap. The horizon is configured to be 320s long, which equates to 8km at 90km/h. In the figure,
the grey circle highlights the time instant at which the predictive controller first ‘sees’ that a
temperature undershoot could occur (red circle) without control action being taken. The controller
computes that the flap must be activated 170s prior to this future event, allowing time to maintain
the SCR temperature at the desired minimum level. The time instant where the predictive flap control
is activated is shown by the black circle, and the horizon at that time is shown via the black arrow and
shaded area. A receding horizon approach is taken, so throughout this event the controller continues
to re-compute the optimal action over the available eHorizon. Even though the horizon length is
shorter than the length of the event, the control is still able to maintain the SCR temperature above
its minimum threshold.

Figure 6.7 – Comparison of SCR temperature and flap actuation with and without predictive control over simple case
study

This example demonstrates that by using predictive control it is possible to maintain the SCR
temperature above a set threshold, where sufficient conversion efficiency is retained. The horizon
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length did not appear to be critical in that case. There was a fuel consumption saving of 0.22% achieved
by this control action. The SCR temperature profile is different during and after the predictive control
action. However, this is not an issue if the SCR temperature is above the minimum level and
maintaining a higher temperature wastes energy (as seen between ~1400s and ~2000s). This is one of
the primary reasons why a fuel consumption reduction is observed here.
6.3.3 EATS flap predictive control – application over the ACEA cycle
The same approach described in Section 6.3.2 is applied over the ACEA long haul cycle. Predictive
control is applied only after the warm up phase and the definition of the flap closing profile is
determined to maintain the temperature above a set threshold.

Figure 6.8 – Comparison of SCR temperature with and without predictive control over ACEA cycle with REF vehicle

It is observed in Figure 6.8 that it is possible over the ACEA cycle, post warm-up phase, to maintain
the SCR temperature above the set threshold using predictive control. This temperature threshold
corresponds to the temperature at which the flap is activated in the conventional flap control strategy.
In this example, extra fuel was required, corresponding to a small increase of 0.21% over the whole
cycle.
This section illustrated that there is a potential for predictive SCR thermal management, whereby the
SCR control temperature can be maintained above a set minimum threshold, to keep the SCR in good
conversion efficiency range. The impact on fuel consumption will be dependent on the situation, with
a potential impact of ±0.2% is anticipated. This improved management of the aftertreatment may
allow a different engine control regime to be applied, where a different NOx and CO2 trade-off could
be used, as predictive control will ensure the EATS can convert higher engine out NOx level.
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7 Summary and conclusions
The previous sections have discussed the potential benefits to be gained through the application of
predictive energy management and predictive control.
Predictive control of subsystems can be expected to bring modest improvements. The subsystems
examined here include VTMS, EATS and active rear axle oil level control. The indicated benefit from
predictive VTMS was in the range of a 0.1-0.4% reduction in fuel consumption. Predictive EATS control
showed, on average, no direct reduction in fuel consumption. However, robustness of catalyst thermal
management was improved, potentially enabling fuel consumption reduction through modified
combustion control whilst maintaining emissions compliance: reductant consumption reduction is not
included here. Predictive rear-axle oil level control indicated reductions of circa 0.1% in fuel
consumption.
Gains made through predictive control of vehicle energy and power were more significant. By
optimising vehicle speed, gear and torque split, fuel consumption reductions of circa 5.2% were
indicated for a conventional vehicle at maximum GTW in no traffic.
For a HV hybrid vehicle, the benefit from predictive EMS was slightly lower, at a 4.6% fuel saving. In
this case, it must be remembered that the hybrid vehicle is starting from a better baseline and that by
optimising the velocity, the predictive EMS is buffering the same energy as the hybrid system.
When traffic was considered in the simulation, the reduction in fuel consumption due to predictiveEMS optimisation was seen to range from 1-8%, dependent on the parameters of the traffic flow.
In situations when there is a large change in traffic speed, predictive coasting may provide 0.4-1.9%
reduction in fuel consumption for each event. Preliminary studies indicate that these events occur an
average approximately twice every 100km on major corridors during busy periods, leading to an
estimated reduction of circa 3% for every 100km travelled.
It should be noted that the predictive-coasting study was conducted separately to the predictive-EMS
study, which did not consider coasting as an operating mode. However, it is believed that these share
a portion of their benefits and as such cannot be simply added to reach a total benefit.
Based on the above studies, the benefit in fuel consumption reduction that may be attributed to the
predictive energy management with a dynamic eHorizon system is circa 5% under typical free-flowing
traffic conditions and is expected to increase to 8-9% under congested conditions.
When eHorizon parameters were studied, it was found that for most applications an eHorizon length
of 8km was sufficient. Longer horizons lead to increased computational load with no increased benefit.
The exception to this was the EATS system, where due to the system’s long time constants an
increased eHorizon length may be beneficial.
It was observed that the assumed quantisation of the dynamic content of the eHorizon at 250m
spatially and 60s temporally was sufficient to achieve substantial fuel savings. Although further
improvement in the resolution would not be detrimental, it is expected that the benefit would be
incremental.

5 December 2019

Page 47 of 51

Prediction of potential benefits with IMPERIUM technology

It should be noted that whilst longitudinal resolution was considered in these studies, lateral
resolution was not. In real-world driving there are often circumstances where there is a significant
speed differential between lanes. If the traffic speed information is averaged over all lanes, significant
errors may arise. Therefore, significant benefit would arise if lane-level accuracy could be achieved in
the dynamic eHorizon data.
When these results are considered along with the results presented in the D1.1 and D1.2, the overall
benefit relative to a MY2014 baseline may be produced. As shown in Figure 1.1, D1.2 reported
predictions of fuel consumption reduction of between 8.9% and 17.7%, dependent on technology set,
for the state of the art reference vehicle relative to a MY2014 baseline, with a most probable
improvement in the case of a truck with a P2 hybrid powertrain with light EV capability being in the
range of 14-15%. When the reductions predicted in this report are included, this most probable benefit
increases to a 19-20% fuel saving under typical free-flowing traffic and may reach up to 24% in heavily
congested traffic conditions.
Therefore, based on the simulations presented here and in reports D1.1 and D1.2, it can be concluded
that by combining the technologies presented here a truck may be developed that is able to achieve
a 20% reduction in fuel consumption relative to a MY2014 baseline.
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